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Challenges and Motivations

Matched filtering

e Sensitive to modeled signals, with computational costs that grow with
template-bank coverage.
Neural networks

e Fastinference, with additional work needed to assess robustness and

interpret learned decisions.
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Our question \
" Algorithm
e (Can we search for detection programs that experts can inspect and test? /
external_knowledge 3 M
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https://s3.amazonaws.com/media-p.slid.es/videos/1094055/KUxNo1H7/imb_20251011220841_zlyq.mp4
https://arxiv.org/abs/2410.14716

Evo-MCTS searches over executable detection pipelines

HW & ZL, arXiv:2508.03661

The LLM does not predict answers — it reshapes how we search for algorithms.

Algorithm \—’ Solution

Algorithm

MLGWSC-1 benchmark

—— A: MFCNN —— D: TPIFSU Jena
B: PyCBC E: Virgo-AUTh
—— C: CNN-Coinc --= F:cWB
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https://arxiv.org/abs/2410.14716

Performance feedback guides the next code revision

HW & ZL, arXiv:2508.03661

The LLM does not predict answers — it reshapes how we search for algorithms.

LLM as designer

Problem — Algorithm \—’ Solution

Algorithm

external_knowledge ~
(constraint)

arXiv:2410.14716 [cs.LG]

LLM-Driven Algorithmic Evolution Through Reflective Code Synthesis.

Worse Parent Heuristic N Y Better Parent Heuristic \ 2

def ( )-> tuple[np.ndarrary, np.ndarray, np.ndarray}: ef ( )-> tuple[np.ndarrary, np.ndarray, np.ndarray]

alpha_kalman = alpha_kalman =
for i in range(1, len(psd)): or iin range(1, len(psd)):
smoothed_psd[i] = alpha_kalman * smoothed_psd[i-1] + (1 - alpha_kalman) * psdfi]
. local_alpha = np.clip( * smooth_diff[min(i-1, len(smooth_diff)-1)],
smoothed_psdi] = local_alpha * smoothed_psd]i-1] + (1 - local_alpha) * psd]i]

Offspring Heuristic

Reflection "

Adaptive PSD Smoothing with Stationarity-Dependent Alpha: Original
used fixed exponential smoothing (a Improved version implements
Kalman-like adaptation where smoof efficient (0.75 a )
dynamically adjusts based on local PSD stationarity measured through
normalized differentials 10 D). Enhances
noise floor estimation stability during non-stationary segments while preserving
transient features.

def ( )->tuple[np.ndarrary, np.ndarray, np.ndarray]:

diff_norm = np.abs(np.diff(smooth_psd)) / (smooth_p[:-1] + eps)

diff_norm = np.convolve(diff_norm, np.ones(3)/3, mode='same’)

alpha_base =
foriin range(1, len(psd_est))

local_alpha = np.clip(alpha_base - 0.05 * diff_norm[min(i-1, len(diff_norm)-1)],
smoothed_psd[i] = local_alpha * smoothed_psd[i-1] + (1.0 - local_alpha) * psd_est[i]
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One Prompt Template for MLGWSC1 Algorithm Synthesis

You are an expert in gravitational wave signal detection algorithms. Your
task is to design heuristics that can effectively solve optimization
problems.

{prompt_task}

I have analyzed two algorithms and provided a reflection on their
differences.

[Worse code]
{worse_code}

[Better code]
{better_code}

[Reflection]
{reflection}

{external knowledge}

Based on this reflection, please write an improved algorithm according to
the reflection.

First, describe the design idea and main steps of your algorithm in one
sentence. The description must be inside a brace outside the code
implementation. Next, implement it in Python as a function named
'{func_name} '.

This function should accept {input count} input(s): {joined inputs}. The
function should return {output count} output(s): {joined outputs}.

{inout inf} {other inf}

Do not give additional explanations.


https://arxiv.org/abs/2410.14716
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‘ MLGWSC1 Benchmark: Optimization Performance Results

Automated exploration of algorithm parameter space Benchmarking against state-of-the-art methods

Sensitivity vs False Alarm Rate Comparison

MCTS Optimization Trajectory Benchmark Models Optimization Progress

' ' — Sage — PT Level5
Virgo-AUTh -=== Seedfunction
PyCBC Intermediate solutions
TPI FSU Jena Lower Threshold (4.0)
cWB Upper Threshold (1000.0)
MFCNN
CNN-Coinc

Evaluation Points
= Best Objective Value
| jﬁ' Phase Transition

Objective Value
%)
g
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MLGWSC1 Benchmark: Optimization Performance Results

HW & ZL, arXiv:2508.03661

Automated exploration of algorithm parameter space Benchmarking against state-of-the-art methods

Sensitivity vs False Alarm Rate Comparison

I’{I‘:};ll: A1l Performance Comparison Across Benchmark Models and Phase Transition Benchmark Models Optimization Progress

sage — PT Level 5

Virgo-AUTh -=== Seedfunction

PyCBC Intermediate solutions

L TPI FSU Jena Lower Threshold (4.0)
(units) 1000 100 10 4.3 cWB Upper Threshold (1000.0)
i MFCNN

HLETS {TIC

Model AUC Sensitive Distance (Mpc) at FAR

-
Benchmark Models )

Sage R 1996.1 1846.6 1688.8
Virgo-AUTh A 1990.2 1818.7 1635.0
PyGCN . 18323 17218  1609.3

TPI FSU Jena . +20.2% 426.4 ~23% higher
CWB O benchmark Auc 3°L8 sensitive distance
MFCNN ) 997.2

CNN-Coinc @2 relative to Sage 620.4 at FAR = 4.3/month

@
=

Sensitive Distance (Mpc) ||

Phase Transition (. P%evels

PT Level 5 5241.37  2323.9 2295.8 2080.9
PT Level 4 4559.26 |K1932.0 1932.0 1932.0
PT Level 3 3439.75 537.2 1460.1 1407.9
PT Level 2 2612.77 107.2 1107.2 1107.2
PT Level 1 1635.00 — 769.8 769.8
Seed function 926.03 786.9 368.2 238.3

[
False Alarm Rate (1/month)
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MLGWSC1 Benchmark: Optimization Performance Results

HW & ZL, arXiv:2508.03661

100
Redshift @ . - Benchmarking against state-of-the-art methods
"u
~ b . o Sensitivity vs False Alarm Rate Comparison
- \B o Benchmark Models Optimization Progress

X = PT Level 5
!.! . ¥ \))O U ---= Seed function
& \ ,-{ -~ o t\x@ Intermediate solutions
g’: : o ¢ o - U Je Lower Threshold (4.0)
Upper Thresheld (1000.0)

° o

:*\
ot
r e "
GW150914 . \

.Q‘

[
‘

o
=
(4]
o
c
L]
Q2
(m]
=
w
c
D
w

| 2~
CNN-like (highly non-linear)

False Alarm Rate (1/month)



Understanding the search results

Examining the generated programs and the evidence behind their performance
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LLM-Guided Search in Program Space

Example candidate program
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import numpy as np

import scipy.signal as signal

from scipy.signal.windows import tukey
from scipy.signal import savgol filter

def pipeline v2(strain_hl: np.ndarray, strain 11: np.ndarray, times: np.ndar
The pipeline function processes gravitational wave data from the H1 and 1
It takes strain_hl and strain_ 11 numpy arrays containing detector data, ¢
The function returns a tuple of three numpy arrays: peak times containin
peak _heights with significance values of each peak, and peak_deltat show:
eps = np.finfo(float).tiny
dt = times[1] - times[0]
fs = / dt
# Base spectrogram parameters
base_nperseg =
base_noverlap = base nperseg //

medfilt kernel = # odd kernel size for robust detrending
uncertainty window = # half-window for local timing uncertainty
H e Stage 1: Robust Baseline Detrending -—--—-—-——-———--—.

# Remove long-term trends using a median filter for each channel.
detrended_hl = strain hl - signal.medfilt(strain hl, kernel size=medfilt
detrended_11 = strain_11 - signal.medfilt(strain_1l1, kernel size=medfilt_

H mm e Stage 2: Adaptive Whitening with Enhanced PSD Smox
def adaptive whitening(strain: np.ndarray) -> np.ndarray:

# Center the signal.

centered = strain - np.mean(strain)

n_samples = len(centered)

# Adaptive window length: between 5 and 30 seconds

win_length_sec = np.clip(n_samples / fs / r 5, )

nperseg adapt = int(win_ length_sec * fs)

hewang@ucas.ac.cn
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Lesson 1: Guided brute-force search in program space

LLMs propose programs rather than directly solving the scientific problem.
Evolutionary strategies and MCTS guide the search through executable
candidates.

Much of this process can be viewed as recombination and “interpolation”
of existing knowledge.

Prompt/Knowledge Space Algorithmic Space
LLM

execute + evaluate

solution

Intelligent guidance does not eliminate trial-and-error search.



LLM guided search in program space

Solution space vs function space

Raw list of nodes

eh

Fig. 4: Result of applying FunSearch to the cap set problem.

Program that outputs a list of nodes

get_capset(n: int) -> CapSet

V = np.array(li

reflections = v: sum(1 i in range(1, n // 2)

v[i] == v[

weights_points

[v v in v
np.count_nonzero(v) == 8
and reflections(v) >= 2] 1

allowed_supports =

(e, 1, 2, 3), (e, ey 1, 3,
(8, 1, 6, 7), (@, 5, 6 3, 4,
(1, 4, 5, (e, 3, 2, 8,
(8, 2, 5, e (27 2, 4, 6,
(1, 4, 5, 7), (2, 4, 6
1
weight4 points = [
v for v in v
np.count_nonzero(v) = 4
and tuple(i i in range(n) v[i] I= @) in allowed supports
and reflections(v) <= 1]
allowed_zeros = [(@, 4, 7), (@, 2, 4), (0, 1, 4), (8, 4, 6),
(1, 2, 6), (2, 6 7), (3, 2, 7); (2, B, 7)]
welightS_points [
v for v in V
np.count_nonzero(v) == § 4
and tuple(i i in range(n) v[i] == @) in allowed_zeros
and reflections(v) <= 1 1
and (v[1] * v[7]) % 3 != 1 and (v[2] * v[6]) % 3 != 1]

welght8 points + weight4

points + weights

t(itertools.product(range(3), repeat=n)), dtype=np.int32)

i])
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https://www.youtube.com/watch?v=VJ_meFdGwE8

HW & ZL, arXiv:2508.03661

Parent Crossover Sibling Crossover

Path-wise Crossover [l Point Mutation

Evolutionary search guided by MCTS

Depth=1
e FEach node represents an executable

candidate program.

Colors indicate different evolutionary
operations.

Node size reflects benchmark fitness.
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The search history reveals how
algorithms evolve through
successive revisions.
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Developed in 2024, Evo-MCTS combined
evolutionary algorithms, Monte Carlo Tree Search,
and LLM-driven code generation.

Lesson 2: In retrospect, it already embodied the
core architecture of today's Al research agents.

Al Agent = LLMs + Harness

Harness = Search + Execution + Evaluation +
Feedback

Toward self-improving research agents: Can the
search process itself become an optimization
target?

dataset

HW & ZL, arXiv:2508.03661




From Predictive Models to Algorithm Discovery

HW & ZL, arXiv:2508.03661

Lesson 3: Al can optimize not only model parameters, but also the structure of scientific algorithms.

Learning a predictor searching for a program Black-Box Al Approach Program-Based Al Approac

The best of both worlds
Optimize model Optimize program

parameters structure and parameters Input Input

Produce a trained Produce executable 'Ph ,
. ysics
model analysis code l Knowledge l

Examine model Inspect code and test Al Model \L Physics-Informed
behavior individual components Data/ (Low interpretabiliy) ) Algorithm
Experience (High interpretability)

l l

Explicit programs enable inspection, Output Output
modification, and targeted validation.

Examples: CNN, AlphaFold Example: Evo-MCTS,
AlphaEvolve

1K
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Searching for Scientific Discoveries

Buchli et al., Science 389, 1012-1015 (2025).

Scientific discovery involves many processes that can be formulated
as search and optimization problems.

e Case 1 — Al-driven experiment design

= Experiment design as optimization HER WIOELD N B LD
= The search object is no longer a parameter vector — it can be the experiment St 7 DEPLOYMENT

itself.

e Case 2 — Deep Loop Shaping for LIGO

.ﬁ Demis Hassabis
w ‘ Using Al to advance our understanding of fundamental physics is the

= simulation-trained controller — real LIGO deployment
dream. Excited to see our latest Al model 'Deep Loop Shaping' help

L] The diSCOVered Object isa COntrOl pOliCy, not a prediction, and detect the gravitational waves of intermediate-mass black
holes better! Published in
EFDeeplERiZ @

. Google DeepMind %
We're helping to unlock the mysteries of the universe with Al. ##

Krenn, Drori & Adhikari, Phys. Rev. X 15, 021012 (2025).

(a) Broadband (30 Hz - 5KHz) Su - 1KH2) (c) Postmerger (800 Hz - 3 KHz)

Our novel Deep Loop Shaping method
published in @ScienceMagazine could help astronomers observe more =
events like collisions and mergers of black holes in greater detail, and ... prol fer)

Deep Loop Shaping:
anew Al method to ‘
help astronomers |
understand the ‘
un‘iver‘se ‘

|
!
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30
Frequency [Hz]

Scientific discovery itself may still offer vast, largely unexplored opportunities for optimization.



Takeaways: From Algorithm Search to Al-Assisted Science

Takeaways

1. Guided Search, Not Magic
LLM-driven discovery remains largely a guided search over
programs, building on existing knowledge.

2. From Evo-MCTS to Research Agents

Evolutionary search, MCTS, LLMs, and evaluation harnesses
already form the basis of an autonomous research loop.

3. Beyond Algorithm Discovery

Scientific research may contain far more optimizable
structures and processes than we currently exploit.

Current Research

e Formal Verification in Theoretical Physics
Lean 4 formalization of black-hole solutions and perturbation
identities.

e Automated Gravitational-Wave Algorithm Discovery

Searching for improved event-specific denoising and signal-processing

strategies.

Completed: Lean verification of matrix integrating-factor identities and local equivalence
for Kerr-Newman perturbation systems. Ref: Hintz (2026)
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Our aim is to connect automated search with independently checkable scientific claims.
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